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I. SYSTEM MODEL AND PROBLEM FORMULATION

Consider a system with N clients and a server. Each
client i generates requests by some predefined random
process, such as Poisson random process, but it can
dynamically adjust its average request rate. We use λi

to denote the average number of requests that client i
generates per unit time. On the other hand, the server em-
ploys some scheduling policy to determine which request
to process, and the processing time of each request is a
random variable with mean 1

µ . If the server’s scheduling
policy is work-conserving, which never idles as long as
there is at least one request available for processing, then
the average delay of all requests is a function of the
total average request arrival rate, L :=

∑
i λi, regardless

of the employed scheduling policy. We assume that the
average delay can be approximated by a (N − 2)-order
polynomial function, which we denote by C(L), that is
strictly increasing and strictly convex. For example, if
the request arrivals follow Poisson random processes and
the service time is an exponential random variable, then
the average delay is 1

µ−L , which can be approximated
by C(L) :=

∑N−2
n=0

1
µ (

L
µ )

n using Taylor sequence, or be
approximated using other methods such as Chebyshev
least squares approximation. We use λ to denote the
vector containing the average request rates of all clients,
and λ−i to denote the vector of average request rates of
all clients other than i.

We note that the concept of request and server can be
generally applied to a wide range of network systems.
For example, in cellular networks, the server is the base
station that schedules all transmissions, and each request
corresponds to one data packet. On the other hand, in a
cloud service that involves video processing, the server is
the data center, and the request rate corresponds to the
resolution and quality of the video.

Suppose each client obtains some utility based on its
request rate, λi, and suffers from disutility for every unit
delay experienced by each of its request. Specifically, let
Di(λi, λ−i) be the average delay that client i experiences
for all its requests, then the utility of client i is Ui(λ)i,
where Ui(·) is an increasing, twice differentiable, and con-
cave function, and the disutility of client i is λiDi(λi, λ−i).
The net utility of client i is therefore Ui(λi)−λiDi(λi, λ−i).

The server aims to maximize the total net utility in the
system, which can be written as

∑
i Ui(λi)−λiDi(λi, λ−i).

Since the average delay of all requests is the weighted
average

∑
i λiDi(λi,λ−i)

L ≈ C(L), we say that the server
aims to maximize

∑
i Ui(λi)− LC(L).

Since Ui(·) is concave and C(·) is convex, the problem
of maximizing the total net utility can be easily solved
when one has complete information of all these functions.
In practice, however, the function Ui(·) is the private
information of client i, and a strategic client that aims to
maximize its own net utility may not reveal its true Ui(·).
Further, request rates are controlled by clients, instead of
the server. Most existing work on similar problems em-
ploys some auction or pricing schemes to ensure strategic
clients reveal their true functions and follow the assigned
rates from the server. However, these schemes involve
additional monetary exchange between clients and the
server, which requires additional infrastructure that is not
always available.

On the other hand, we note that each client suffers
from some disutility based on its experienced delay, and
the server can indirectly control the delay experienced
by each request through its employed scheduling policy.
Therefore, the server can potentially steer request rates
of strategic clients toward the optimal point through its
scheduling policy. In economic terms, there are negative
externalities from client i increasing its request rate λi,
since this increases the overall average delay C(L) of all
requests from all clients. This is an analogy to a public
goods problem [1], in which one client’s consumption
choice affects the utility and payoffs of the other agents.
As such, the server’s objective is to design an allocation
scheme such that each client internalizes these negative
externalities, thereby leading to efficient consumption of
resources.

To be more specific, we consider a game where, given
λ, the server determines the average delay experienced
by each client i, Di(λi, λ−i), with the constraint that∑

i λiDi(λi, λ−i) ≥ LC(L). On the other hand, given λ−i

and Ui(·), each client i aims to maximize its own net
utility by solving

λ̂i = argmax
λi

Ui(λi)− λiDi(λi, λ−i). (1)

Note that we allow
∑

i λiDi(λi, λ−i) to be strictly larger
than LC(L), which can be achieved by employing a policy



that is not work-conserving and may arbitrarily delay, or
drop, packets.

We say that the system reaches a Nash Equilibrium if
no client in the system can improve its own net utility
unilaterally.

Definition 1. A vector λ̂ = [λ̂i] is said to be a Nash
Equilibrium if λ̂i = argmaxλi Ui(λi) − λiDi(λi, ˆλ−i), for
all i.

Let λ∗ be the vector that maximizes total net utility,
then the server’s problem is to find the rule that allocates
delays, [Di(·)], to induce optimal choices of λ.

Definition 2. A rule of allocating delays, [Di(·)], is said to
be efficient if λ∗ is the only Nash Equilibrium.

As a final remark, we note that the average delay of all
requests is always infinite when the system is overloaded
with

∑
i λi

µ ≥ 1. To simplify discussions, we assume that

λ∗ = [λ∗
i ] has the properties that λ∗

i > 0,∀i, and
∑

i λ
∗
i

µ <
1− ϵ, where ϵ > 0 is a predetermined value known to the
server. This assumption is not restrictive because ϵ can be
set arbitrarily close to 0.

II. EFFICIENT DELAY ALLOCATION

In this section, we propose an efficient delay alloca-
tion rule. We first study some basic properties of the
optimal vector λ∗ = [λ∗

i ] that maximizes total net utility∑
i Ui(λi)− LC(L). Let L∗ =

∑
i λ

∗
i , we then have

∂

∂λi
[
∑
i

Ui(λ
∗
i )− L∗C(L∗)] = 0 (2)

⇒U ′
i(λ

∗
i ) =

∂

∂λi
L∗C(L∗). (3)

On the other hand, if λ∗ is also the Nash Equilibrium un-
der some delay allocation rule [Ui(·)], then λ∗

i maximizes
Ui(λi)− λiDi(λi, λ

∗
i ), and we also have

∂

∂λi
[Ui(λ

∗
i )− λ∗

iDi(λ
∗
i , λ

∗
−i)] = 0 (4)

⇒U ′
i(λ

∗
i ) =

∂

∂λi
λ∗
iDi(λ

∗
i , λ

∗
−i). (5)

Combining the above equations yields

∂

∂λi
[L∗C(L∗)− λ∗

iDi(λ
∗
i , λ

∗
−i)] = 0. (6)

This observation suggests that an efficient rule of delay
allocation should ensure that LC(L) − λiDi(λi, λ−i) is
only determined by λ−i, and is not influenced by λi. This
implication has indeed been formally stated and proved
in [1]:

Proposition 1. [Di(·)] is efficient if and only if there exists
functions Ri : RN−1 → R such that, for all i and all λi,

λiDi(λi, λ−i) = LC(L)−Ri(λ−i), (7)

and ∑
i

λiDi(λi, λ−i) = LC(L). (8)

2

Recall that C(L) is a (N − 2)-order polynomial. There-
fore, LC(L) is a (N − 1)-order polynomial, and can be
expressed as LC(L) = c1L+ c2L

2 + · · ·+ cN−1L
N−1.

We now define some helpful terminology. First define
the sets

P j :=
{
p = [pi]

∣∣ pi is a nonnegative integer,
N∑
i=1

pi = j
}
,

(9)
P j
i :=

{
p ∈ P j

∣∣ pi = 0
}
, (10)

for j = 1, ..., N − 1 and i = 1, ..., N . Next, for p ∈ P j , let
G(p) be the number of nonzero coordinates of p: G(p) :=∣∣{l ∣∣ pl ̸= 0

}∣∣. Note that G(p) is at most j, for all p ∈ P j .
Finally, define

(
j
p

)
≡ j!

p1!···pn!
.

By the multinomial expansion theorem, it holds that

(λ1 + · · ·+ λN )j =
∑
p∈P j

(
j
p

)
λp1

1 · · ·λpn
n . (11)

We now introduce our delay allocation rule. Let

βj
i = cj

∑
p∈P j

i

N − 1

N −G(p)

(
j
p

)
λp1

1 · · ·λpN

N , (12)

for j = 1, . . . , N − 1. We then choose Ri(λ−i) as

Ri(λ−i) =
N−1∑
j=0

βj
i , (13)

and
λiDi(λi, λ−i) = LC(L)−Ri(λ−i). (14)

Theorem 1. The rule of delay allocation [Di(·)] as defined
by Eq. (13) and (14) is efficient.

Proof: Since pi = 0 for all p ∈ P j
i , it is obvious that

Ri(λ−i) =
∑N−1

j=0 βj
i is not influenced by λi.

Next, we check the condition
∑

i λiDi(λi, λ−i) =
LC(L). By (12), for every p ∈ P j , the term

N−1
N−G(p)

(
j
p

)
λp1

1 · · ·λpN

N appears in βj
i if and only if

pi = 0, and there are (N −G(p)) different i with pi = 0.

Therefore, the term N−1
N−G(p)

(
j
p

)
λp1

1 · · ·λpN

N appears in

[βj
i ] a total number of (N −G(p)) times. We then have

N∑
i=1

Ri(λ−i) =
N∑
i=1

N−1∑
j=1

βj
i

=
N−1∑
j=1

∑
p∈P j

(N − 1)

(
j
p

)
λp1

1 · · ·λpN

N = (N − 1)LC(L),

(15)



and∑
i

λiDi(λi, λ−i) = NLC(L)−
N∑
i=1

Ri(λ−i) = LC(L).

(16)
Therefore, by Proposition 1, the rule of delay allocation
[Di(·)] as defined by Eq. (13) and (14) is efficient.

III. EFFICIENT DELAY SCHEDULING

We now introduce an online scheduling policy
to achieve the above efficient delay allocation. Let
gi(λi, λ−i) = λiDi(λi, λ−i). According to Little’s law, gi
can be interpreted as the target queue length of client i.

It is worth noting that the delay cost allocation is
possible to produce negative gi for some clients due to the
approximation of C(L). We call them “VIP” clients. Since
it is impossible to drive the delay of VIP clients to negative
in practice, we resort to ensure their delay are as close to
zero as possible. If there exist one or more VIP clients, and
there is a VIP client with positive queue length, we will
schedule the one with largest queue length. Otherwise,
we will schedule one of the non-VIP clients.

From now on, in this section, we focus on the non-VIP
clients. That is to say, we assume gi > 0 for all i. The
maximum-relative-queue-length (Max-Rel-Queue) policy
is formally defined as follows:

Definition 3 (Max-Rel-Queue). At each time slot t, sched-
ule the client who has the largest relative queue length,
that is Qi(t)/gi(λi, λ−i), where Qi(t) is the total number
of requests from client i.

The intuition is that by always scheduling the client
with the largest relative queue length, hopefully all rela-
tive queue lengths are equal on average, or equivalently,
the queue length of each client is roughly the same as his
target queue length.

Below we will show that the Max-Rel-Queue policy in-
deed achieve the above efficient delay allocation approxi-
mately under heavy traffic in the sense that the deviation
from the target queue length is bounded regardless of the
distance to the capacity region. When the total arrival rate
Λ approaches the service rate µ, the total queue length
approaches infinity. Therefore, the deviation is negligible
compared to the total queue length, resembling the state
space collapse results in literature.

We use weighted inner products and norms to quan-
tify the deviation formally. If not otherwise noted,
all inner products and norms are weighted by w =
(1/g1, . . . , 1/gn). Specifically, the weighted inner product
is defined as:

⟨x,y⟩ :=
n∑

i=1

wixiyi,

and the weighted norm is as follows:

∥x∥ =
√
⟨x,x⟩.

One can verify that the weighted inner product (resp.
norm) is an inner product (norm).

Under the above definitions, the weighted norm of
target queue length vector g = (g1, . . . , gn) is

∑n
i=1 gi.

From now on we normalize g by
∑n

i=1 gi so that g is the
unit vector along its direction and gi ∈ (0, 1) for all i. Note
that the normalization does not change the behavior of
the scheduling policy, since the order of relative queue
lengths is preserved after normalization.

Next we define the projection of Q onto g, denoted by
Q∥, as follows:

Q∥ = ⟨Q, g⟩g.

The deviation Q⊥ is:

Q⊥ = Q−Q∥.

Note that the Pythagoras theorem still holds, i.e.

∥Q∥2 = ∥Q∥∥2 + ∥Q⊥∥2.

Theorem 2. Consider the limiting queueing process Q̄(ε),
where ε = µ − Λ(ε). For any δ ∈ (0, λmin), there exists a
sequence of finite integers {Nr} such that E [∥Qε

⊥∥
r
] ≤ Nr

for all r = 1, 2, . . . and for all ε > 0.

Proof. Define the Lyapunov function V⊥(Q
(ε)) = ∥Qε

⊥∥. In
the following, the superscript (ε) is omitted for brevity.
Similarly, define the following Lyapunov functions:

W (Q) = ∥Q∥2, W∥(Q) = ∥Q∥∥
2
.

The drifts are defined as:

∆V⊥(Q) := [V⊥(Q[t+ 1])− V⊥(Q[t])]1 {Q[t] = Q}
(17)

∆W (Q) := [W (Q[t+ 1])−W (Q[t])]1 {Q[t] = Q} (18)

∆W∥(Q) := [W∥(Q[t+ 1])−W∥(Q[t])]1 {Q[t] = Q}
(19)

By Lemma 1 of [2], only need to show the Lyapunov
drift ∆V⊥(Q) is 1) negative when ∥Q⊥∥ is sufficiently
large; and 2) absolutely bounded. The following lemma,
an adaption of Lemma 7 of [2] for the weighted case,
establishes the absolute boundness and shows that the
drift can be bounded by the drift of W (Q) and W∥(Q).

Lemma 1. 1) We can bound ∆V⊥(Q) by ∆W (Q) and
∆W∥(Q) as follows:

∆V⊥(Q) ≤ 1

2∥Q⊥∥
(∆W (Q)−∆W∥(Q)), ∀Q ∈ Rn

+.

(20)
2) ∆V⊥(Q) is absolutely bounded by:

|∆V⊥(Q)| ≤ 2

√
n

gmin
max{Amax, Smax}, (21)

where gmin := mini gi, Amax (resp. Smax) is the maxi-
mum possible number of total arrivals (resp. services)
in a time slot of the queue.



Proof. The proof of (20) is omitted since it is virtually
the same as the proof of Lemma 7 of [2]. The main
observation in use is that Pythagoras theorem still holds
although here we consider the weighted norm instead of
Euclidean norm.

The proof of (21) needs some minor revision and is
stated below:

|∆V⊥(Q)| = |∥Q⊥[t+ 1]∥ − ∥Q⊥[t]∥|1 {Q[t] = Q}
≤ ∥Q⊥[t+ 1]−Q⊥[t]∥1 {Q[t] = Q}
= ∥Q[t+ 1]−Q⊥[t]−Q∥[t+ 1] +Q∥[t]∥1 {Q[t] = Q}
≤ (∥Q[t+ 1]−Q⊥[t]∥+ ∥Q∥[t+ 1]−Q∥[t]∥)1 {Q[t] = Q}
≤ 2(∥Q[t+ 1]−Q⊥[t]∥)1 {Q[t] = Q}

= 2

√√√√ n∑
i=1

1

gi
(Qi[t+ 1]−Qi[t])21 {Q[t] = Q}

= 2

√√√√ n∑
i=1

1

gi
(Ai[t]− Si[t])2

≤ 2

√√√√ n∑
i=1

1

gmin
(max{Amax, Smax})2

= 2

√
n

gmin
max{Amax, Smax}.

Consider E [∆W (Q) | Q] := E [∆W (Q) | Q[t] = Q].

E [∆W (Q) | Q] = E
[
∥Q[t+ 1]∥2 − ∥Q[t]∥2

∣∣∣ Q]
= E

[
∥(Q+A− S)

+∥2 − ∥Q∥2
∣∣∣ Q]

≤ E
[
∥Q+A− S∥2 − ∥Q∥2

∣∣∣ Q]
= E

[
2 ⟨Q,A− S⟩+ ∥A− S∥2

∣∣∣ Q]
≤ 2E [⟨Q,A− S⟩ | Q] +K1,

(22)

where K1 := n(max{Amax, Smax})2.
Given an arrival rate vector λ, define a hypothetical

service rate vector µ := λ + εg, where ε > 0. Note that
µΣ :=

∑n
i=1 µi = Λ + ε = µ. Recall µ is the service rate

the server can provide.
We also need a “weighted” l1-norm:

∥x∥w1 =
n∑

i=1

wi|xi|

Since 0 < gi < 1 for all i = 1, . . . , n, we know g2i < gi.
Hence,

∥x∥2w1 =

(
n∑

i=1

|xi

gi
|

)2

≥
n∑

i=1

x2
i

g2i
≥

n∑
i=1

x2
i

gi
= ∥x∥2,

which shows that the weighted l1-norm is no less than
the weighted norm.

Next, we bound the term E [⟨Q,A− S⟩ | Q] in (22).
Suppose at time t, client 1 has the largest relative queue
length, that is Q1[t]/g1 ≥ Qi[t]/gi for all i = 1, . . . , n. Note
that by the definition of the Max-Rel-Queue scheduling
policy,

⟨Q,E [S | Q]⟩ = Q1

g1
µ ≥ Qi

gi
µ.

E [⟨Q,A− S⟩ | Q] = ⟨Q,A− µ+ µ− E [S | Q]⟩
= ⟨Q,A− µ⟩+ ⟨Q,µ− E [S | Q]⟩

= −ε∥Q∥∥+ ⟨Q,µ⟩ − Q1

g1
µ

= −ε∥Q∥∥+
n∑

i=1

Qi

gi
µi −

n∑
i=1

Q1

g1
µi

= −ε∥Q∥∥ −
n∑

i=1

µi

∣∣∣∣Qi

gi
− Q1

g1

∣∣∣∣
≤ −ε∥Q∥∥ −

n∑
i=1

µmin

∣∣∣∣Qi

gi
− Q1

g1

∣∣∣∣
= −ε∥Q∥∥ − µmin∥Q− Q1

g1
g∥w1

≤ −ε∥Q∥∥ − µmin∥Q− Q1

g1
g∥

≤ −ε∥Q∥∥ − µmin∥Q⊥∥
≤ −ε∥Q∥∥ − δ∥Q⊥∥,

(23)

for any δ < λmin < µmin, where λmin := mini λi, and
µmin := mini µi.

Substituting (23) to (22), we get

E [∆W (Q) | Q] ≤ −2ε∥Q∥∥ − 2δ∥Q⊥∥+K1. (24)

Next, we lower bound E
[
∆W∥(Q)

∣∣ Q] :=
E
[
∆W∥(Q)

∣∣ Q[t] = Q
]
. Let U [t] denote the unused ser-

vice at time t such that Q[t+1] = Q[t]+A[t]−S[t]+U [t].
Note that U ⪰ 0, where ⪰ means component-wise larger
than or equal to.

E
[
∆W∥(Q)

∣∣ Q] =E
[
⟨g,Q[t+ 1]⟩2 − ⟨g,Q[t]⟩2

∣∣∣ Q]
=E

[
⟨g,Q+A− S +U⟩2 − ⟨g,Q⟩2

∣∣∣ Q]
=E

[
⟨g,Q+A− S⟩2 + 2 ⟨g,Q+A− S⟩ ⟨g,U⟩

+ ⟨g,U⟩2 − ⟨g,Q⟩2
∣∣∣ Q]

=E
[
2 ⟨g,Q⟩ ⟨g,A− S⟩+ ⟨g,A− S⟩2

+2 ⟨g,Q+A− S⟩ ⟨g,U⟩+ ⟨g,U⟩2
∣∣∣ Q]

=2 ⟨g,Q⟩ ⟨g,λ− E [S | Q]⟩ − 2E [⟨g,S⟩ ⟨g,U⟩ | Q]

+ E
[
⟨g,A− S⟩2 + 2 ⟨g,Q+A⟩ ⟨g,U⟩

+ ⟨g,U⟩2
∣∣∣ Q]

≥2 ⟨g,Q⟩ ⟨g,λ− E [S | Q]⟩ − 2E [⟨g,S⟩ ⟨g,U⟩ | Q]

≥2 ⟨g,Q⟩ ⟨g,λ− E [S | Q]⟩ −K2,
(25)



where K2 := 2n2S2
max considering Si ≤ Smax, Ui ≤ Smax

for all i. The first term can be further reduced to:

2 ⟨g,Q⟩ ⟨g,λ− E [S | Q]⟩ = 2∥Q∥∥(Λ− µ) = −2ε∥Q∥∥.

Therefore,

E
[
∆W∥(Q)

∣∣ Q] ≥ −2ε∥Q∥∥ −K2. (26)

By taking expectation of (20), and substituting (24) and
(26) into it, we have

E [∆V⊥(Q) | Q] ≤ −δ +
K1 +K2

2∥Q⊥∥
,

which establishes the negative drift of E [∆V⊥(Q) | Q].
Along with the absolute boundness provided by Lemma 1,
we can conclude that the conditions for Lemma 1 of
[2] are satisfied, and thus there exists a sequence of
finite integers {Nr} such that E [∥Qε

⊥∥
r
] ≤ Nr for all

r = 1, 2, . . . . Since the constants in these bounds are all
independent of ε, as ε → 0, the deviation of queue length
vector Q from the line specified by the target queue length
vector g becomes negligible, and we achieve the target
queue length for each client approximately.

IV. RATE CONVERGENCE PROTOCOL

So far, we have presented the efficient delay allocation
rule and the scheduling policy that can be used by the
server to put the expected delay costs on each client.
With the experienced delay costs gi = λiDi(λi, λ−i), each
client adjusts its request rate to maximize its own net
utility in a distributed fashion. Based on game theory,
the optimal solution becomes the Nash Equilibrium of the
system where the efficient allocation is achieved. In this
section, we presented a practical protocol for the system
to converge to the Nash Equilibrium.

Our protocol is based on the gradient method, a simple
yet effective method to solve optimization problems. The
standard gradient method applied to the net utility max-
imization of each client is: in each iteration, each client
updates its own request rate according to the direction of
the gradient of its net utility function. That is to say,

λi(t+ 1) = λi(t) + κ(t)
∂

∂λi
[Ui(λi)− λiDi(λi, λ−i)],

where κ(t) > 0 is the step size. Note that here t stands for
the number of iterations, which should not be confused
with the time slot for scheduling. We assume a time scale
separation, where rate update happens in a more coarse
time scale than scheduling, so that there is sufficient time
for the scheduling policy to steer the clients and enforce
the allocated delay cost.

By our allocation rule in Eq. (14), λiDi(λi, λ−i) =
LC(L)−Ri(λ−i), where the second term is independent
of λi. Therefore,

∂

∂λi
[λiDi(λi, λ−i)] =

∂

∂λi
[LC(L)] =

d

dL
[LC(L)]

And thus the update rule becomes

λi(t+ 1) = λi(t) + κ(t)

[
U ′
i(λi(t))−

d[LC(L)]

dL

]
,

which means the server only needs to broadcast d[LC(L)]
dL

at each iteration to all clients, rather than unicast the
derivatives of delay cost functions.

However, our problem imposes another constraint: the
total traffic load of the queueing system must be less than
100%. Otherwise, the system is unstable and the problem
is not well defined. In practice, we would like that the
total load never exceed some Lmax < 1 to avoid the risk
of overloading. A centralized controller would project the
request rate vector so that L(t) ≤ Lmax for all t. However,
in our protocol, we need a distributed counterpart. To
achieve that, we propose to add the following constraint
for each client’s rate update:

λi(t+ 1) ≤ λi(t) +
λi(t)

L(t)
(Lmax − L(t)), ∀i

The intuition is that to ensure the total request rate will
not exceed a certain percentage, we require each client to
increase its rate by no more than that percentage. Simi-
larly, we can impose a lower bound on the total request
rate in order to maintain a certain level of utilization of
the system.

Need to show the constrained distributed gradient de-
scent still converges to the original Nash Equilibrium.

V. SIMULATIONS

In this section, we evaluate the performance of our
overall design via simulations. Specifically, we validate
the polynomial approximation assumption, the state space
collapse behavior of relative queue length via the Max-
Rel-Queue scheduling policy, and the rate convergence
protocol. For comparison, here we consider centralized
projection in rate update and the classic first-in-first-out
(FIFO) scheduling policy. 1

In our simulation, we have ten clients and one server.
We consider a M/M/1 queue with service rate µ =
1000 s−1 and total initial request rate L = 0.99µ =
0.99× 103 s−1. Time is slotted and we assume each time
slot is 1 us. We use i.i.d Bernoulli arrival and service to
approximate the M/M/1 queue, so in each time slot, the
probability of one arrival (resp. service) is 0.99× 10−3

(resp. 1× 10−3).

A. Polynomial Approximation

For M/M/1 queue, the theoretical delay cost and queue
length cost functions are:

C̄(L) =
1

µ− L
, LC̄(L) =

L

µ− L
.

1All the simulation results are listed in the draft, but of course not all
will be used in the final version.



In our simulation, we fit C̄(L) to a four order polynomial
in the interval L/µ ∈ [0.95, 0.995]. The theoretical and
approximate values of LC(L) are compared in Fig. 1.
We can observe that the polynomial approximation fits
the theoretical cost function quite well. For example, the
relative error at L = 0.99µ is about 8%. We find an
interesting tradeoff when trying out different polynomial
orders: Setting the order too small can lead to large fitting
error, while making it too high exhibits poor numerical
stability.
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Fig. 1. Polynomial approximation of the cost function LC(L).

B. Scheduling Policy

We implemented our Max-Rel-Queue scheduling pol-
icy and validated the state space collapse behavior in
the simulation. Fig. 2 shows the evolution of the maxi-
mum/average/minimum relative queue length of the ten
clients in a full scheduling interval, which we set to be
100ms. We initialize the queue length of client i to be i for
i = 1, 2, . . . , 10 to see the convergence of relative queue
lengths more clearly. We can find that the relative queue
lengths converge within 50ms. After that the difference
of relative queue lengths is most of the time no more
than 0.2, which in the simulation scenario translates to
no more than 2 in terms of absolute queue lengths, since
the initial allocated cost for each client is about 10.
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Fig. 2. Max/Avg/Min relative queue length of clients.

C. Nash Equilibrium

Furthermore, we evaluated our distributed rate con-
vergence protocol in the simulation. We set the utility

functions to be Ui(λi) = αwi log λi, where α = 100 is
the common scaling and offset coefficients for all clients.
We set the weights to be wi = 0.98 for i = 1, 2, . . . , 5 and
wj = 1.02 for j = 6, 7, . . . , 10. Since the first (resp. last)
five users share the same utility function, their request
rates have the same evolution as the number of iteration
increases. Therefore, the evolution of request rates of all
the clients can be captured by those of the first user (User
1) and the last user (User 10), which are plotted in Fig. 3.
We can see that after about ten iterations (that is 1 s) the
request rates have converged to two distinct values.

Fig. 7 shows the convergence performance in terms of
total social welfare. Depending on whether we choose to
use the theoretical cost function LC̄(L) or the approxi-
mated version LC(L), we calculated both values of social
welfare. We can find the approximated value matches well
with the theoretical one, which again shows the validity
of polynomial approximation in this system. The social
welfare settles down after about 5 iterations, which is
interestingly ahead of the request rates.

As a comparison, we also simulated the case with
centralized projection when updating the request rates.
Fig. 4 and Fig. 8 shows the evolution of request rates
and social welfare respectively. We can find both the
request rates and the social welfare converge to the same
value as with distributed projection. It validates that our
distributed protocol indeed achieves the Nash Equilibrium
of the system. Therefore, it is unnecessary to add signaling
interactions and provision server resources for centralized
projection.

Besides, we also simulated the FIFO scheduling policy
for comparison. With FIFO scheduling, each client expe-
rience the same average delay, i.e. Di(λi, λ−i) = C(L).
Hence, the disutility of each client is λiC(L). We still use
gradient method for each client to update its request rate.
Its convergence performance is plotted in Fig. 5, Fig. 6,
Fig. 9, and Fig. 10. From the figures we can see that FIFO
scheduling also converges. However, compared with our
Max-Rel-Queue policy, FIFO fails to achieve the optimal
social welfare of the system, which indicates its delay
allocation is not efficient.
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Fig. 3. Distributed rate convergence performance.



0 5 10 15 20 25

Number of iteration

94

95

96

97

98

99

R
e
q
u
e
s
t 
ra

te

User 1

User 10

Fig. 4. Rate convergence performance with centralized projection.
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Fig. 5. Rate convergence performance with FIFO scheduling and
distributed projection.
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Fig. 6. Rate convergence performance with FIFO scheduling and
centralized projection.
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Fig. 7. Distributed social convergence performance.
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Fig. 8. Social welfare convergence performance with centralized pro-
jection.
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Fig. 9. Social welfare convergence performance with FIFO scheduling
and distributed projection.

VI. CONCLUSIONS
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Fig. 10. Social welfare convergence performance with FIFO scheduling
and centralized control.


